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Judea Pearl’s work with various colleagues over the past several
decades has had a tremendous influence on the theory and
practice of causal inference. Written with Madelyn Glymour
and Nicholas P. Jewell, Causal Inference in Statistics: A Primer
offers a concise summary of and introduction to key elements of
that body of work.

BOOK SUMMARY

The book begins1 with author biographies that, inter alia,
identify the first author as a cognitive scientist, the second as
a data analyst and science writer, and the third as a biosta-
tistician. The preface begins with a story about how despite
the fact that statistical analyses invariably serve to answer
causal questions, statisticians have had little to say about
causal inference, statistical textbooks fail to convey that
statistics exists to serve causal inference, until recently
there was no language available with which to discuss
causal inference; and causal inference constitutes a rela-
tively recent addition to statistical data analysis. The authors
then helpfully state the goal of the book as providing a
primer on causal inference from nonexperimental data in
the natural and social sciences. The preface also alerts the
reader to the fact that the book does not address optimal
parameter estimation methods. The preface concludes with a
description of the four chapters followed by acknowledg-
ments. A list of tables and table of contents follow the
preface. The front matter concludes with a section about
the companion Web site that I quote in full: “This book is
accompanied by a companion website: www.wiley.com/go/

Pearl/Causality” (p. xix). In fact, the URL leads to the
book’s listing on the Wiley site but the companion site
resides an easy two clicks from there.

Chapter 1 introduces key concepts and terminology from
probability theory, statistics, graph theory, and causal mod-
els. The first two sections motivate the study of causation
with examples of Simpson’s paradox and offer an unan-
nounced informal definition of causation (revised near the
end of the chapter). Probability and statistics compose one
section that begins with probability concepts (e.g., condi-
tional probability, independence), pivots with Bayes’s rule,
and ends with statistical concepts (e.g., expected values,
regression). The chapter closes with a brief introduction of
key terms and concepts from graph theory (sets of vertices
connected by arcs) and structural causal models (sets of
variables connected by functions). Figure 1 contrasts the
graphical and algebraic expressions for a model from the
book.

Chapter 2 offers a brief introduction to additional con-
cepts related to causal graphs. Topic headings include
“Chains and Forks,” “Colliders,” and “d-separation.” The
chapter ties these topics together in relation to using graphs
to identify testable probabilistic implications—in the form
of conditional independencies—implied by algebraic causal
models. In Figure 1, the two directed arcs (arrows) emanat-
ing from gender form a fork. The arc from gender to
qualification and the arc from qualification to hiring form
a chain. The two arcs terminating at qualification make
qualification a collider. Together, qualification and income
d-separate gender from hiring. Figure 1 implies the uncon-
ditional independence of gender and income.

Chapter 3 begins by introducing Pearl’s Do(…) notation,
the notion of a causal effect, and a general formula for
adjusting for covariates when estimating causal effects. The
chapter then presents the back-door criterion and front-door
criterion for identification of causal effects. The next section
on inverse probability weighting introduces propensity
scores as an alternative approach to estimation with covari-
ates. The chapter closes with a brief introduction to mediation
concepts and a more detailed look at linear systems as a
special case of the nonparametric structural causal model.
To illustrate, P(Hire = yes | Do (Qualification = qualified))
refers to the probability that Hire takes the value yes that
would obtain following an intervention to set Qualification

1 This description passes over the book cover, which visually quotes
McKay Illari, Russo, and Williamson (2011). The authors never reference
this book and the visual quotation receives no explanation.
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equal to the value qualified for the entire population. This
contrasts with P(Hire = yes | Qualification = qualified), which
expresses the probability that Hire = yes for the subpopula-
tion for which Qualification = qualified. The causal effect of
intervening to change Qualification from unqualified to qua-
lified equals the difference between P(Hire = yes | Do
(Qualfication = qualified)) and P(Hire = yes) | Do
(Qualification = unqualified)). In Figure 1, both Gender and
Income provide back-door paths from Qualification to Hire
and thus must be controlled for to properly estimate the
causal effect of Qualification on Hire. Looked at another
way, Qualification partially mediates the effect both of
Gender and of Income on Hire.

Chapter 4 begins with a brief introduction to the broader
notion of ‘counterfactual’ as it is normally used as a con-
traction for ‘counterfactual conditional’ to refer to a specific
sort of conditional (If A then B) asserting that some conse-
quent (B) would obtain were some antecedent (A) to obtain.
For completeness, most authors allow that the antecedent
might hold true but Pearl, Glymour, and Jewell stipulate
otherwise without explanation (Woodward, 2011, chided
psychologists for misusing the term ‘counterfactual’ as a
synonym for falsehood). However, the second subsection
immediately shifts to a different use of the term to refer just
to the consequent of the conditional, and this more idiosyn-
cratic use of the term holds sway for the remainder of the
book. The remainder of the book focuses on consequents
that take the form either of a particular value of a variable, a
particular probability, or a probability distribution. In this
more restricted sense, Pearl, Glymour, and Jewell speak of
“computing counterfactuals” (Section 4.2). The middle por-
tion of the chapter first discusses such counterfactuals in
determinate systems and then stochastic systems. The end of

the chapter presents several examples and then closes with a
more detailed discussion of mediation than was provided in
the previous chapter. Along the way, the chapter distin-
guishes various types of causal effects such as the effect
of treatment on the treated and various effects of the treat-
ment on the outcome that differ in terms of the assumed
behavior of the mediator.

Turning again to Figure 1, P(HireQualification = qualified = yes |
Qualification = unqualified, Gender = female) constitutes the
probability of being hired after a suitable intervention to set
Qualification to qualified conditional on (i.e., for the subpo-
pulation characterized by) Qualification having the value
unqualified and Gender having the value female. The values
of the unobserved disturbance variables,Uvertex, define equiva-
lence classes of observable units in the population. Thus, the
computation of counterfactuals, in this sense, reduces to three
basic steps:

1. Abduction uses the conditions following the pipe
symbol (|) to determine the probability distributions
of the disturbance (U).

2. Action involves the standard model mutilation used to
define hypothetical Do(…) operations in which one
deletes effects on manipulated variables and sets vari-
ables to manipulated values (fixing them to those
values).

3. Prediction involves using the mutilated graph and the
probability distribution of the disturbance to predict
the expected value of the outcome.

The chapter also presents a deterministic version of this
process. If some of the assigned participants failed to com-
plete an intervention to change the value of Qualification,
one might be interested in the effect of treatment on the
treated, which one can express as E[(HireQualified –
HireUnqualified) | Qualification = qualified]. Likewise, one
can distinguish the controlled direct effect of Income on
Hire from the natural direct effect. The former fixes
Qualification to some specified value whereas the latter
assumes that Qualification takes whatever value it would
have taken for each participant without any intervention on
Income.

Each chapter begins with copyright information, perhaps
meant to facilitate separate distribution of the individual
chapters. Each chapter contains exercises applying the mate-
rial from various sections and filling in material omitted
from the exposition. Each chapter ends with bibliographical
notes regarding sources made use of in the chapter. The
book concludes with the reference list and subject index.

EVALUATION

I find an analogy to a candle helpful in articulating my
summary evaluation of this book. First, the distinctive

FIGURE 1 Example of a structural causal model.
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arrangement of wick and wax, like the substantive contribu-
tion, optimally serves some purposes at the expense of
others. Second, one encounters a certain amount of smoke
—comprising rhetorical flourishes, empty polemics, and
unwarranted dismissiveness toward other contributions—
that one does best to simply avoid and endeavor to see
past. Finally, one finds the central flame, the irrepressible
enthusiasm about causation, that the reader does well to
nourish and carefully protect from anything that might
extinguish it. Indeed, one could fruitfully apply this analogy
to Pearl’s corpus as a whole. Pearl, Glymour, and Jewell
succeed in conveying a broad sampling of material in a very
limited space. One must evaluate the success of the choices
that they made relative to specific audiences. Thankfully,
Pearl, Glymour, and Jewell restrict the smoke to a few
isolated comments and the implausible history recounted
in the preface. One can safely ignore these elements because
the remainder of the book does not depend on them. Finally,
Pearl, Glymour, and Jewell do an excellent job of conveying
the infectious enthusiasm for the topic that animates the best
of Pearl’s work.

I focus on what I see as the three central functions that
the book might serve for various audiences and evaluate its
success with respect to each in turn. First, the book could
serve as an updated integrative statement of the theoretical
work of Pearl and colleagues. This function will primarily
appeal to others working on similar or related topics.
Second, the book could serve as a brief introduction to
Pearl’s approach to causal inference. This function will
primarily address those seeking to incorporate these
approaches to causal inference into their research. Finally,
the book could serve, as advertised, as a supplementary
textbook. This function suggests faculty offering appropri-
ate courses and their students as its potential audience. I
have ordered these as what I consider the strongest to the
weakest.

Evaluation as Theoretical Summary

The book will be of most value to those attempting to clarify or
extend Pearl’s work on causal inference. The book clarifies or
modifies a number of key theoretical points from his earlier
writings. I can only highlight a few points. Conceptually, the
success of an integrative theoretical statement separates into
two components: the success of the theoretical content and the
success with which the authors express it. In Pearl, Glymour,
and Jewell’s book, these remain closely intertwined because
the theoretical gaps largely correspond to expository gaps.

As touched on in the summary earlier, Pearl, Glymour,
and Jewell present a number of points and connections more
clearly than they have previously been presented, at least to
my knowledge. The connection between the u in Pearl’s
modification of Rubin’s potential response notation and the
U disturbance variables in causal graphs offers a specific
example. However, this also extends beyond such discrete

ideas to the more general integration of an array of work,
some of which postdates the second edition of Pearl’s
(2009) book on causality.

Perhaps the big shocker of the book is that Pearl,
Glymour, and Jewell offer a direct definition of causation:
“A variable X is a direct cause of a variable Y if X appears in
the function that assigns Y’s values. X is a cause of Y if it is
a direct cause of Y or of any cause of Y” (p. 26). Absent a
direct definition of causation (or, in Pearl’s previously pre-
ferred term, causality2), Woodward (2003) proposed an
innovative reading of Pearl’s work as an alternative to
efforts to provide a direct definition of causation. Instead,
he read Pearl as pursuing an alternative methodology of
seeking to clarify a set of interdependent causal concepts
(causation, intervention, manipulation, etc.) without provid-
ing a reductive definition of any of them. In this sense, I
previously characterized Pearl’s view as noneliminativist
instrumentalism (Markus, 2011, Section 12.2). Pearl,
Glymour, and Jewell apparently reject Woodward’s reading
by offering a direct definition of causation. Consequently,
for those who find Woodward’s approach appealing, the
project of working out the most constructive reading of
Pearl’s work no longer clearly aligns with the project of
working out what Pearl most likely meant by what he wrote.

I want to briefly defend the preceding definition against a
hasty criticism before acknowledging some of its limita-
tions. The definition appears flatly circular because the
term to be defined appears on both sides of the definition,
as both definiendum and definiens. However, closer inspec-
tion shows that the definition follows the basic form of
Lewis’s definition, condensed in a way that obscures this
structure. The first sentence defines a direct cause without
the term cause appearing in the definition. One could
rephrase the second sentence, more closely following
Lewis’s example, to define causation as the ancestral of
direct causation. In other words, if one recursively applies
direct causation to a chain of variables, any variable further
up the chain of causation constitutes a cause of a variable
down the chain. For example, if gender were not a direct
cause of hire in Figure 1, it would still count as a cause as a
result of its role as a direct cause of qualification, which in
turn directly causes hire. There is nothing inherently circular
in the definition, in this respect, despite superficial appear-
ances to the contrary.

That said, the preceding definition does not offer a ser-
ious attempt to define causation. For example, if one takes
the reference to functions literally, then the definition would
suggest that causation does not exist until and unless some-
one writes a model to describe it. That states the obvious for

2Historically, ‘causality’ served as the preferred term for an instrumen-
talist notion restricted to the representation, whereas ‘causation’ served as
the preferred term for a realist notion existing in the world. Today, however,
the terms function as synonyms, used interchangeably.
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the instrumentalist reading of Pearl (Markus, 2011) but
seems prima facie contradictory to Pearl’s more recent
shift toward realism, claiming that causation exists in the
world and not just in models thereof. Either way, the ontol-
ogy of functions requires clarification. If functions depend
on causation in their definition, then the given definition of
causation might indeed turn out circular. There is also a
need for trivial formal improvements to block the inclusion
in a function of variables with zero causal effect; for exam-
ple, Y = f1(X, Z, U) = f2(X, U). Conversely, something that
remains constant for a given population might nonetheless
have a causal effect if varied counterfactually. Need such a
constant always appear in the function? The task of con-
tributing to efforts to define causation normally involves an
iterative effort, refining a definition to address objections
and counterexamples. Moreover, research suggests that peo-
ple apply different notions of causation in different contexts
(Lombrozo, 2010). As such, considerable importance
attaches to delineating the intended universe of application
for any one definition. Fortunately, others continue to pur-
sue this program of research. For instance, Pearl’s close
collaborator in developing structural causal models,
Halpern (2016), provided a much more serious effort toward
a definition for token causation (i.e., causation in individual
cases as opposed to populations of cases).

Regrettably, Pearl, Glymour, and Jewell repeat some
myths in the course of the exposition. First, they perpetuate
the myth that Lewis invented the possible-world approach to
counterfactual conditionals. In fact, Lewis (1973b, 1973c)
gave considerable deference to Stalnaker’s (1968) pioneer-
ing work on this approach and presented his own work as a
generalization of Stalnaker’s theory.3 Moreover, Pearl,
Glymour, and Jewell repeat the inaccurate claims that
equivalence holds between Pearl’s approach and both that
of Lewis and that of Rubin. Because of the close interrela-
tion with the previous inaccuracy, I focus on the relation to
Lewis. Lewis distinguished his semantics for counterfactual
conditionals and his theory of causation as two distinct
projects, one dependent on the other. He aimed to define
causation in noncausal terms. He thus developed the theory
of counterfactual conditionals in noncausal terms so that it
could then provide a basis for the definition of causation.
Pearl, Glymour, and Jewell set off on the wrong foot by
citing Lewis’s (1973a) work on causation in relation to his
work on counterfactual conditionals. In contrast to Lewis,
Pearl, Glymour, and Jewell restrict their attention to a subset
of counterfactual conditionals based on causal relationships.
As such, Lewis’s account of counterfactual conditionals
applies much more broadly than does Pearl’s, either in his
earlier work or this coauthored book. For example, a modal

conditional such as “If X exists then it is possible for X to
exist” can constitute a valid counterfactual conditional for
Lewis, but does not express the kind of causal counter-
factual studied by Pearl (existing does not cause its own
possibility). Another example comes from any analytic con-
sequence such as “If 1 has 2 as its successor, then
1 + 1 = 2.” Indeed, the fact that Pearl defines counterfactuals
in terms of variables whereas Lewis leaves them open to
any proposition, involving variables or not, demonstrates
the broader scope of Lewis’s theory. These examples
amount to more than just theoretical niceties. They have
practical import. To pick just one application, it remains an
open research question whether the effect coefficients in
structural equation models (as distinct from structural causal
models, for present purposes) terminating at composite vari-
ables can have a legitimate causal interpretation or whether
such effects merely represent algebraic definitions of com-
posites. (Hume argued that the empirical nature of questions
of causation requires the distinctness of causes from their
effects; n.d./1777, Section IV, Part I.) In the latter case,
structural causal models provide at best a partial semantic
interpretation for structural equation models.

There are also some lacunae in the exposition provided
by Pearl, Glymour, and Jewell. They introduce probabil-
ities using the classical definition and then quietly gen-
eralize them to a frequentist definition with the
introduction of continuous (and thus presumably dense)
variables. They then introduce Bayes’s rule with little
attention to how it affects the understanding of probabil-
ity. Eventually, they apply probabilities to individual
cases with no discussion of the assumptions about prob-
abilities required to make that possible. In other places,
the presentation lacks precision, leaving lacunae for the
reader to fill in. For example, the authors sometimes use
lowercase Roman letters as names for specific values of
uppercase variables and sometimes as logical variables
ranging over the possible values of the uppercase vari-
ables. In this case, the notation used in the book does not
suffice to represent a distinction that the authors seek to
make use of, leading to ambiguous double usage. The
presentation also leaves some ambiguity about statistical
variables. Suppose we have n individuals and p possible
states. Is a variable a 1-by-n vector of values, a 1-by-p
vector, or a p-by-n matrix? Or are variables like indivi-
duals in that they exist in different states (as 1-by-n
vectors) but have different properties (different values)
in different states? Do variables maintain identity across
states or just correspondence? Likewise, the book leaves
room for interpretation regarding the formation rules for
causal models: Do they require fully specified functions
between variables or can they include unspecified para-
meters or functional forms? Readers with expertise might
want answers to such questions but such lacunae seem
unlikely to interfere with such readers’ ability to follow
the exposition as far as it goes.

3 The difference between the two theories boils down to the Law of
Conditional Excluded Middle, (if A then B) or (if A then not B), which
Stalnaker (1981) accepted but Lewis (1973b) rejected.
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Likewise, the book does little to clarify the fundamen-
tal ambiguity between the instrumentalist reading that
places causation only in the representing model and the
realist reading that places causation in the world.
Advocates of both readings will find passages to support
their preferred interpretation of Pearl’s work. Vestiges of
the older instrumentalist approach from Pearl (2009)
appear in passages that use language like “we imagine a
hypothetical intervention” (p. 55) and the definition of
causation cited earlier. However, other passages seem to
favor real interventions: “an intervention on perception is
quite simple … hypothesizing a change in Mary’s actual
orientation, although formally acceptable, brings with it an
aura of awkwardness” (p. 114). Other passages remain
ambiguous: “When we intervene to fix the value of a
variable … this amounts to performing a kind of surgery
on the graphical model,” but then, “If we were to inter-
vene to make ice cream sales low (say, by shutting down
all the ice cream shops)” (p. 54). I still believe that the
earlier instrumentalist reading (Markus, 2011) offers the
greatest potential contribution because the realist reading
amounts to a traditional manipulation theory, something
that has been around a long time and has shown little
recent progress (Ehring, 2014). For a contrasting but pos-
sibly not conflicting view, see Woodward (2003, 2009),
who offered some useful advances. Clearly, however, any
purely expository treatment of Pearl’s work needs to
address the way that these two distinct notions of causa-
tion cohabit within his writing. One can no longer dismiss
either notion as merely loose talk or imprecise expression.

There also appears to be a disconnect between the under-
lying strategy of Pearl’s approach to causal inference and his
approach to testing causal hypotheses. Pearl, Glymour, and
Jewell do little to clarify this issue. On the one hand, Pearl
(2009) emphasized inferences from qualitative causal knowl-
edge and empirical data to quantitative causal effects.
However, he emphasizes testing conditional independencies
implied by the qualitative causal background knowledge. This
seems incongruous with the fact that by hypothesis his
approach takes the qualitative knowledge as given. It would
seem to make more sense to place greater emphasis on testing
the quantitative estimates of effect sizes that constitute the
output of Pearl’s approach to causal inference. This incongru-
ity remains unexplained in this book.

The preceding limitations simply go to show that
Pearl’s program remains a healthy, active research pro-
gram with unfinished business and unanswered questions.
The undesirable alternative involves ossification into
dogma and ultimately replacement by some alternative
that leaves room for further work. Surely, nothing
described here should deter anyone from reading the
book. Those interested in Pearl’s work or in causation
and causal inference more broadly will find the book
essential reading as an integrative and updated theoretical

statement. The very brief nature of the book places some
structural limitations on the detail and technicality of the
presentation. Returning to the candle analogy, Pearl,
Glymour, and Jewell opted to offer a votive candle, favor-
ing breadth over depth. Nonetheless, the book offers sub-
stantial new content for consideration. No treatment of
Pearl’s work, critical or merely expository, can qualify
as up-to-date if it fails to consider this book.

Evaluation as an Introduction to Causal Inference
Methods for Passive-Observation Data

One might also read the book as an introduction to causal
graphs and related methods of inference. Such readers will
find that the book focuses on contributions from Pearl and his
associates with minimal reference to or discussion of work
from other authors. The only entries in the index involving
authors are “Lord’s paradox,” “Neyman-Rubin model,” and
“Simpson’s paradox.” Of the 95 references, 37 (39.0%)
include one of the three authors. Often, the references to
authors outside Pearl’s circle seem perfunctory, limited to a
single canonical early publication. The book by Imbens and
Rubin (2015), for example, goes unmentioned. Only nine lead
authors have more than one reference as lead author, and only
two of those authors have no references coauthored by one of
the authors of the book (S. Greenland and P. Spirtes). The
presentation of d-separation makes no reference to work gen-
eralizing it to trek-separation (Sullivant, Talaska, & Draisma,
2010). Likewise, the book focuses on point estimation with
virtually no mention of standard errors, interval estimation, or
inferential statistics in general. The book makes minimal refer-
ence to issues of research design as it relates to causal infer-
ence, or to broader topics in statistical modeling as they relate
to causal inference.

With this scope understood, the book succeeds in providing a
very concise and readable introduction to the contributions to
causal inference by Pearl and his associates. Pearl, Glymour,
and Jewell present key concepts in a logically unfolding manner
while presupposing very little statistical background on the part
of the reader. Even for those well versed in statistics or prob-
ability theory, the treatment of introductory topics offers a useful
guide to the idiosyncrasies of that treatment. The liberal use of
worked examples helps keep the discussion of highly abstract
ideas concrete, allowing the reader to check his or her under-
standing at regular intervals.

Readers hesitant to dive directly into Pearl’s (2009)
magnum opus will find this book an accessible and concise
introduction to most of the key concepts and topics from the
larger book. This book will leave readers in a good position
to decide whether they want to follow it with the more
comprehensive book. However, many readers might find
Morgan and Winship’s (2014) book a broader introduction
to the literature more firmly grounded in behavioral science
research. On the other hand, researchers already familiar

640 BOOK REVIEW

D
ow

nl
oa

de
d 

by
 [

U
C

L
A

 L
ib

ra
ry

] 
at

 2
1:

14
 1

6 
A

ug
us

t 2
01

7 



with Pearl’s earlier work seeking a summary update can do
no better than Pearl, Glymour, and Jewell’s book.

Evaluation as Supplementary Reading for Statistics
Courses

On the basis of their book, it is hard to imagine that Pearl,
Glymour, or Jewell have ever taught an introductory statis-
tics course. If they have, one imagines that it must have
involved highly elite students uncharacteristically prepared
for very advanced material. For those accustomed to teach-
ing more typical introductory courses, having already made
hard choices regarding how much material from the text
they can guide students through in the space of a semester, it
is hard to imagine finding time to cover the material from
Pearl, Glymour, and Jewell’s book. It is not unusual for the
first half of the term to be fully occupied by topics involving
only univariate statistics, for which causal inference remains
moot. Covering the material in Pearl, Glymour, and Jewell’s
text could easily require three quarters of a semester with
introductory undergraduate students, covering only portions
of each chapter in a given week. Overall, the book seems to
attempt an implausible task with very little cognizance of
what goes on in introductory statistics courses.

Several aspects of the book make it particularly problematic
for introductory statistics students in the behavioral and social
sciences. The book deviates from standard modes of expression
in ways that might confuse introductory students: It ignores
quasi-experiments, speaking as if experiments and passive-
observation designs jointly exhaust research designs; it uses
‘r’ for regression coefficients; and it uses ‘correlation’ to mean
association rather than limiting it to linear association. More
damaging, however, the book assumes a higher level of math-
ematical sophistication than one typically assumes for introduc-
tory statistics courses. Much of the book adopts derivation-
based approaches to exposition that will lead many students to
simply glaze over or skip ahead. Likewise, many of the exer-
cises follow familiar mathematical patterns of asking students to
construct original proofs and derivations, often filling in deriva-
tions omitted from themain text. Often the presentation involves
implicit algebraic rearrangement of terms that will lose novice
students. All of this might work splendidly for mathematically
sophisticated students who bring sufficient skills and prior
experience with such pedagogy to the course. It will make the
book difficult reading for most introductory statistics students in
the behavioral and social sciences.

Exposition aside, the book’s content also periodically
wanders from what is appropriate for introductory statis-
tics. For example, Chapter 2 ends with a polemic against
“global fit testing” for structural equation models (pp.
48–50). The passage seems directed to an audience with
prior familiarity with structural equation modeling, but
students who take such courses typically do so only after
completing introductory statistics. The terse enumeration
of generalized linear model methods for estimating

propensity scores will also likely leave students scratching
their heads if they have just encountered bivariate ordinary
least squares regression for the first time.

A final challenge involves the lack of effective proofreading
before publication. Of the 126 pages of text, 39 (31.0%)
contain errors corrected in the errata. Some of these errors
constitute minor errors that have little impact on comprehen-
sion, such as grammatical errors or missing words. Some
errors require substantive corrections, such as softening exces-
sively strong claims. Themost insidious errors involve those in
mathematical expressions, worked examples, or exercises that
will easily frustrate and discourage students struggling to
comprehend the material. Hopefully future printings can cor-
rect these errors. Until that happens, it remains well worth the
effort to go through the 39 pages of corrections and hand
correct them in the book itself. However, the book appears to
contain additional errors not covered in the errata. For exam-
ple, on page 38, the function for Z is labeled fY and appears ill
specified, giving contrasting values conditional on disjuncts
that do not appear mutually exclusive.4

So, in light of these obstacles, how might the book
best function as a course text? For most professors
offering introductory statistics, the “hope that this short
text can be used in conjunction with standard introduc-
tory statistics textbooks” (p. xii) seems as implausible as
the alternative history offered to motivate it. However,
one could easily combine the text with other readings
introducing practical statistical methods for estimating
causal effects to form a semester-length elective on
causal effect estimation or analysis of passive-observa-
tion designs for graduate students who have completed
more introductory statistics courses. Again, one would
want to give careful thought to Morgan and Winship’s
(2014) book as an alternative, especially for students in
behavioral sciences. One might even consider supple-
menting Morgan and Winship’s book with Pearl,
Glymour, and Jewell’s in the same course.
Alternatively, one might pair Pearl, Glymour, and
Jewell’s book with Angrist and Pischke’s (2008) text
or that of Imbens and Rubin (2015). As another possi-
bility, one might use the book in a course surveying
advanced topics in structural equation modeling (under-
stood in the traditional sense as contrasted with struc-
tural causal models). If students used a text such as that
of Kline (2016) in an introductory structural equation
modeling course, that would provide some background
to assist them with Pearl, Glymour, and Jewell’s book. It
is also possible that instructors could select individual
chapters or smaller excerpts. Unfortunately, the heavy
dependence of subsequent material on earlier material

4 Perhaps the function is meant to have an else–if semantics such that
the order of the conditions resolves indeterminate cases, but the reader
receives no such explanation.
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from the book hinders such use. However, an instructor
willing to fill in the gaps could potentially make use of
portions of the book in this way.

CONCLUSION

Pearl’s approach to causal inference remains a work in progress.
Pearl, Glymour, and Jewell provide a useful introduction to that
work and document much recent progress in abbreviated form.
For those with a background in quantitative methods and a level
of comfort with mathematical styles of exposition, the book
offers a highly accessible introduction. The book also provides
an updated theoretical synthesis of Pearl’s work that will play an
essential role in providing textual evidence in efforts both to
reconstruct interpretations of Pearl’s approach and also for those
engaged in critical evaluation of Pearl’s work.
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